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Abstract
Learning from models can be useful in domains
where data samples are expensive, especially in
fields like robotics, where running simulations
can be much faster than collecting actual robot
data. It is surprising, however, how poorly policies learned in simulation transfer to hardware,
partly due to simulation inaccuracies and partly
due to controller sensitivity to these inaccuracies.
This challenge suggests that we should develop
learning methods that utilize other forms of information that transfer more effectively between
simulation and hardware. To this end, Bayesian
optimization with kernels learned from simulation has emerged as a successful approach. This
hybrid model-free global search with embedded
model-based information has been shown to yield
highly sample-efficient search on hardware. We
modify this approach by updating information
from simulation based on hardware samples, resulting in a novel way of updating information
from dynamics models. This allows us to use
inaccurate simulations, and still learn complex
controllers for a bipedal robot. Our experiments
show that this approach is robust to simulation inaccuracies, including systematic under-modelling
and significant errors in dynamics parameters.

1. Introduction and Motivation
The reinforcement learning paradigm is a natural fit for the
field of robotics, where the agent (robot) can learn by directly interacting with its environment. However, one of the
key challenges in widespread application of reinforcement
learning approaches in robotics is data efficiency. Collecting
10,000 30-second long trajectories on a real robot would take
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7 days in theory. In practice, the robot would have to be reset
and repaired between experiments, which can take weeks.
Modelling the dynamics of the robot, using data or domain
knowledge can greatly help improve sample-efficiency, as
demonstrated in Deisenroth & Rasmussen (2011). Further
data-efficiency and safety of the robot, can be achieved
through structured policies. These strategies dramatically
reduce the number of samples needed to achieve a desired
performance, from millions to hundreds. However, robot
models can change between repairs, and even during normal
usage. Hence, approaches that can transfer data between
different systems as well as across tasks, such as (Finn et al.,
2017), would be ideal for real-world applications, but compelling hardware demonstrations of such approaches are
few.
Domain randomization, as introduced in (Tobin et al., 2017)
is an effective way of transferring policy learned in simulation to hardware. This approach learns a robust control
policy in simulation by applying random disturbances to the
image input and model parameters of the robot during training. However, one needs to know the approximate range
of mismatch between simulation and hardware beforehand.
This method also does not account for unmodelled disturbances that cannot be accounted by just changing model
parameters.
Another popular data-efficient approach for learning policies on hardware is Guided Policy Search (GPS) (Levine
et al., 2016). GPS learns a time-varying local policy based
on the recent execution data of a global policy. The advantage of such an approach is that it maintains a long-term
“global” notion of the task and model, followed by local
updates. However, GPS and most of its variants go through
an initial exploration stage that helps to point policy search
in a reasonable direction (e.g. Chebotar et al. (2017)).
Instead, we consider the case of conducting very few robot
trials, typically less than 20 or 50 samples/episodes total
while assuming no prior hardware data (“from scratch”).
We do not assume that we know the simulation-hardware
mismatch at train time. We also do not make an assumption
that a local search would be enough to find an optimal policy/controller for our system. To this end, we propose using
a hybrid approach that combines model-based, model-free
and global search aspects. We use the approach introduced
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in Antonova et al. (2016), using simulations to collect a
large amount of model-based data (“big simulation”) and
then constructing a kernel based on a learned similarity metric for model-free policy search with Bayesian optimization.
This approach involves global search in policy parameter
space, hence does not need an initialization strategy to find a
good starting point/region. It has shown promising hardware
and perturbed simulation results in Antonova et al. (2017);
Rai et al. (2018b).
An extension to this approach is to close the loop between
simulation and hardware and update features from simulation based on data observed on hardware. This extension
allows us to use even significantly inaccurate simulations. In
this work, we extend our experiments from Rai et al. (2018a)
and show remarkable robustness to simulation-hardware
mismatch. Our approach can learn controllers when simulation dynamics are perturbed by up to 60% of their “true”
value. In addition, it is also robust to systematic undermodelling errors, such as unmodelled joint friction, actuator
dynamics and other robot components. In comparison, other
approaches from the literature that use simulation to speed
up hardware experiments, such as (Cully et al., 2015), suffer
when simulation is significantly different from hardware.
In light of the questions raised by the PGMRL workshop,
our approach addresses several challenging questions:
1) integrating structured prior knowledge into global policy search; 2) a novel way of updating information from
dynamics models using domain-informed features; 3) easy
re-learning when reward or cost function and dynamics
change.

2. Approach
Recent work proposed incorporating domain knowledge
into Bayesian optimization (BO) with the help of simulation,
enabling fast optimization of bipedal locomotion controllers
on hardware. This is done by building domain-informed
features from simulation trajectories (Rai et al., 2018b) or by
reconstructing trajectory summaries (Antonova et al., 2017).
The feature transforms are used to construct an informed
kernel for BO, which helps BO discover promising regions
faster. In this work, we incorporate simulation-hardware
mismatch into the transform, improving BO’s ability to learn
from inaccurate simulations as well.
2.1. Bayesian optimization using domain knowledge
Figure 1 briefly summarizes our approach; for in-depth
background, details, and related work please refer to the
preprint: Rai et al. (2018a). Parametric controllers are
represented as u = πx (ss), where π is a policy structure
that depends on parameters x . Vector s is the state of the
robot (e.g. joint angles, velocities, global orientation of

Figure 1. Overview of the approach. πx (ss) is the policy, x contains
x) is a trajectory
controller parameters; s is the state of the robot; ξ(x
x).
observed in simulation for x ; φ(·) is the transform built using ξ(x
x) is the cost of x evaluated on hardware. Bayesian optimization
f (x
x) and evaluated costs f (x
x) to propose xnext .
(BO) uses φ(x

the robot). Vector u represents the desired control action
(torques for each joint of the robot). The sequence of control
actions yields a sequence of state transitions, which form
x) = [ss0 , u 1 , s 1 , u 2 , s 2 , ...], starting
the overall trajectory ξ(x
from a fixed initial state s 0 . This trajectory is used in the
cost function to judge the quality of the controller x .
x∗ ) =
We use BO to find controller x∗ , such that f (x
x). We represent prior/posterior for the cost function
min f (x
x

x) ∼ GP(µ(x
x), k(x
xi , x j )).
as a Gaussian process (GP): f (x
BO solves the exploration vs exploitation trade-off by selecting points for which the posterior estimate of the objective
f is promising, taking into account both posterior mean µ
and covariance/kernel k. k(·, ·) encodes similarity between
xi , x j ) is large for inputs x i , x j , then f (x
xi )
inputs: if k(x
xj ). One of the most widely used
strongly influences f (x
kernel functions is the Squared Exponential (SE):

xi , x j ) = σk2 exp − 12 (x
xi −x
xj )T diag(``)−2 (x
xi −x
xj ) ,
kSE (x
with hyperparameters σk2 (signal variance), ` (length scales).
Informed feature transforms can further improve the samplex) utilizefficiency of BO. We construct such transforms φ(x
x) for a given controller x . φ is then used
ing trajectories ξ(x
xi , x j ) for BO.
to create an informed kernel kφ (x
xi )−φ(x
xj )
t ij = φ(x


(1)
xi , x j ) = σk2 exp − 21 t Tij diag(``)−2t ij
kφ (x
2.2. Incorporating simulation inaccuracies
As data is observed on hardware, we can build a model of
the expected mismatch between features of trajectories in
x), and features of trajectories on hardsimulation φsim (x
x), for a controller x . A separate Gaussian proware φhw (x
cess is used to model this mismatch, starting from an ini-
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x) ∼ GP(0, kSE (x
xi , x j )) and
tial prior mismatch of 0: g(x
x1:t )−φhw (x
x1:t )} for conusing data points {dx 1:t = φsim (x
trollers x 1:t evaluated so far. The predicted hardware feaxt+1 ) =
ture transform for controller x t+1 becomes φ̂hw (x
xt+1 )−ḡ(x
xt+1 ), where ḡ(x
xt+1 ) is the posterior misφsim (x
xt+1 ) is now used to measure the kermatch at x t+1 . φ̂hw (x
nel distances instead. Simplifying, this can be represented
as an additional dimension to the kernel (details in Section
3.2.1 of the preprint Rai et al. (2018a)), giving rise to the
adjusted-kernel φ adj :
 sim

xt+1 )
φ (x
φxadj
=
(2)
t+1
xt+1 )
ḡ(x
The similarity between points x i , x j is now dictated by
two components: representation in φ space and expected
mismatch. This construction has an intuitive explanation:
Suppose controller xi results in walking when simulated, but
falls during hardware evaluation. kφadj would register a high
mismatch for x i . Controllers would be deemed similar to
x i only if they have both similar simulation-based φ(·) and
similar estimated mismatch. Points with similar simulationbased φ(·) and low predicted mismatch would still be ‘far
away’ from the failed x i . This helps BO sample points that
still have high chances of walking in simulation, but are in
a different region of the original parameter space from x i .
Traditionally, mismatch between simulation and hardware
is modelled as a function of the state of the robot. In our
formulation, we assume that all trajectories in simulation
and hardware from the same initial state s 0 , which reduces
the mismatch representation to be a function of the parameters x . This gives rise to a novel sample-efficient way of
updating dynamics models, albeit starting from the same
initial state. However, the assumption of a fixed initial state
is an admissible assumption for robotic systems, because
most systems start from an initial configuration, typically
user designed.

3. Domain-specific features and controllers
Rai et al. (2018b) proposed a feature transform for bipedal
walking called Determinants of Gait (DoG). DoG extracts
information about a bipedal gait from trajectories induced
in simulation, using features such as center of mass (CoM)
height, velocity, swing foot and torso angle. These features
help classify controllers into likely-to walk and likely-to
fall categories, and enable sample-efficient optimization of
walking controllers on hardware.
The controllers we use in this work are state-of-the-art for
bipedal walking, and introduced in (Rai et al., 2018b). They
use varying degrees of knowledge about the task and robot
morphology. A heavily robot-dependent (model-based) controller is typically one that utilizes the rigid-body dynamics of the robot and environment to compute joint torques.

In our case, we have a 5-dimensional and 9-dimensional
parametrized controllers that reason about the high level
goals of the CoM motion, and use inverse dynamics for
finding joint torques. Such controllers are typically robust
to small inaccuracies but do not generalize to different robot
morphologies.
On the other hand, model-free controllers typically can be
easily generalized for different robot structures. We use
such a model-free 50-dimensional Virtual Neuromuscular
controller (VNMC) from (Batts et al., 2015). However,
because the controller is high-dimensional, it is difficult
to tune and sensitive to simulation-hardware mismatches.
This motivates optimizing controller parameters directly on
hardware.

4. Experiments with inaccurate simulations
In this section, we present our experiments on using domaininformed features to enable simulation to hardware transfer
for inaccurate simulations. Commonly seen discrepancies
between simulation and hardware can be classified into
three categories: incorrect dynamics parameters, incorrect
dynamics models and incorrect environment/task. Incorrect
dynamics parameters include discrepancies such as wrong
mass, inertia, CoM location of links of the robot. Incorrect
models on the other hand are more systematic errors, such as
incorrect friction models, actuator dynamics and unmodeled
parts of the robot. The third type of discrepancy occurs
when simulation is modelling a task different from what is
seen on hardware, for example walking on flat ground vs
climbing stairs.
The cost function optimized in all our experiments is same
as Rai et al. (2018b):(
100 − xf all , if fall
cost =
(3)
||vavg − vtgt ||, if walk
where xf all is distance covered before falling, vavg is average speed per step and vtgt contains target velocity profile.
We perturb our simulation to create discrepancies of the
first two kinds described above, and test the performance
of BO at optimizing a 5, 9 and 50 dimensional controller.
This allows us to study the effect of increasing mismatch
between simulation and hardware on the performance of this
approach. Our results show that the adjusted DoG-based
feature transforms can speed up optimization of controllers
with commonly encountered mismatch between simulation
and hardware.
4.1. Incorrect dynamics parameters
Our first set of experiments create “simulated hardware”
that is increasingly different from the simulation, in which
the DoG features were collected. This is done by changing
the mass, inertia, center of mass location of each link by up
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Figure 2. Performance of DoG and SE kernel with disturbance for
5-dimensional (top), 9-dimensional (middle) and 50-dimensional
(bottom) controllers over 50 runs. DoG with no simulationhardware mismatch is also shown. DoG performs better than
SE even on maximum disturbance, and performance does not
deteriorate as disturbance increases.

Figure 3. Comparison of performance of different approaches from
literature on systematic undermodelling over 50 runs. Adjusted
DoG (top) learns walking controllers in 40 trials, while IT&E
(middle) suffers when simulation is significantly different from
hardware. Using prior costs (bottom) can perform even worse than
uninformed SE kernel in the presence of large mismatch.

4.2. Incorrect dynamics models
to ±x% (x = 20, 40, 60) of its original value. The friction
coefficient of the ground contact models, ground stiffness
and actuator delay is also changed by the same amount.
Unlike domain-randomization, from (Tobin et al., 2017),
instead of training on perturbations, we test on them. This
setup is designed to test whether our approach can be used
even when the scale of mismatch between simulation and
hardware is unknown a-priori.
As shown in Figure 2, adjusted-DoG kernel obtains walking
controllers in less than 10 trials for 5 and 9-dimensional
controllers with up to ± 60% perturbation of dynamics
parameters. In comparison, while for the 5-dimensional
controller BO with SE finds walking controllers in less than
10 trials, its performance deteriorates for the 9-dimensional
controller. Our approach can scale well even to 50 dimensions, learning walking VNMC controllers reliably in less
than 20 trials, with up to ± 50% perturbation of dynamics
parameters.

Our second sets of experiments tested the effect of systematic modelling errors on transfer between simulation and
hardware. We make a series of dynamics approximations to
the original simulator from (Martin et al., 2015), commonly
used in simulators to increase speed. These approximate
simulators now become the simulated “simulators” while
the original simulator serves as the simulated hardware. The
first approximation uses simplified gear dynamics, leading
to an approximate actuator model. The second approximation uses simple gears and removes the boom from the
simulator, creating an even more approximate simulation
(details in (Rai et al., 2018a)).
We evaluate the performance of adjusted DoG-based kernel
on optimizing the 50-dimensional VNMC in these experiments. We implement Intelligent Trial and Error (IT&E)
from (Cully et al., 2015) for comparison. We also compare against simply adding simulation-based costs to the
BO prior. As can be seen in Figure 3, IT&E and cost prior
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are very sample-efficient when the mismatch between simulation and hardware is low (simple gears approximation).
However, with the no-boom approximation, IT&E and cost
prior suffer due to a higher mismatch between simulation
and hardware. On the other hand, the adjusted-DoG kernel
can recover from this mismatch and find walking controllers
in less than 50 trials in all 50 runs.

5. Conclusions and Discussion
In this work, we study the efficacy of using simulation to improve search for optimal controllers of real-world systems,
without making restrictive assumptions on the accuracy of
simulation. We create a series of perturbations to our simulator for a bipedal robot, including wrong dynamics parameters, as well as undermodeled dynamics and evaluate the
performance of the adjusted DoG kernel. After comparing
three approaches from literature, we find that DoG-kernel
based Bayesian optimization performs well reliably. This
approach learns controllers in less than 20 trials with up
to 60% errors in dynamics parameters, and in less than 50
trials for under-modeled dynamics errors. In comparison,
other approaches from literature do well when the mismatch
between simulation and hardware is small, but their performance deteriorates as this mismatch increases. These
results indicate that domain-informed kernels can be used
to learn walking controllers reliably and sample-efficiently,
even with inaccurate simulations.
Traditionally, BO with exact inference in GPs has only tackled low-dimensional problems successfully. However, recent theoretical and experimental work has shown initial
success of BO in very high-dimensional and big-data settings. Some recent methods include: sparse Gaussian processes (Quiñonero-Candela & Rasmussen, 2005; Wilson &
Nickisch, 2015), incorporating neural networks into the kernel (Wilson et al., 2016), using variational inference (Titsias,
2009) and random projections (Wang et al., 2013; 2016).
With these novel expansions, BO is now an becoming a candidate for optimizing real-world problems. In the future, we
hope to combine these approaches with domain-specific kernels to optimize higher dimensional unstructured controllers,
such as neural network policies.
While our evaluations focused on locomotion, the need for
incorporating simulation robustly is profound in other of
parts robotics, particularly manipulation. Successful modeling of contact dynamics in manipulation is challenging,
even for known object/surface types. We hope that our experimental setup can be used for analyzing the effectiveness
of methods at handling simulation-hardware mismatch in
domains other than locomotion, and approaches we evaluate
can be adapted to work in other parts of robotics.
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