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Abstract
In this paper we highlight the risks of relying on
mean-field variational inference to learn models
that are used as simulators for decision making.
We study the role of accurate inference for latent
variable models in terms of cumulative reward
performance. We show how naive mean-field
variational inference at test time can lead to poor
decisions in basic but fundamental quadratic control problems with continuous actions, as relevant
correlations in the latent space are ignored. We
then extend these examples to a more complex
non-linear scenario with asymmetric costs, where
regret is even more significant.

1. Introduction
Model-based methods aim to improve sample-efficiency,
robustness, and generalization in reinforcement learning
(Deisenroth et al., 2014; Watter et al., 2015; Pan &
Theodorou., 2014; Bertsekas, 2017). These approaches
build an approximate model of complex systems and use
that model to design a policy, under the assumption that
good decision-making policies in the estimated model will
successfully transfer to the real environment. Many of the
systems to which model-based reinforcement learning is
applied exhibit the following properties:
1. Noisy Observations. The data produced by the system and observable by the algorithm contain significant
amounts of irrelevant or random information. For example, a robot might need to be robust to sensor noise
or irrelevant visual textures.
2. Latent State. The process is driven by a lowdimensional hidden state, which summarizes the most
relevant aspects of the current state of the system from
a decision-making perspective. The dynamics governing the latent state are relatively simple and smooth,
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Figure 1. A basic diagram for a state-space model, where zt is the
latent state, we observe xt and reward rt , and choose action ut .

compared to those of the raw observations. For example, the latent state might be a robot’s position,
which changes smoothly over time, while raw observations may include noisy sensor measurements and
high-dimensional images.
3. Non-linear Rewards. The rewards produced by our
actions on the system may be a nontrivial function of
the current latent state and the action, and predicting
future rewards may rely on careful state inferences. For
example, an autonomous drone must be careful not to
trespass on private property.
In order to use such models to make good decisions, it is
essential to take into account three kinds of uncertainty:
intrinsic randomness in the system, estimation error due
to limited training data, and state uncertainty due to our
inability to directly observe the latent state. In this paper,
we focus on this last type of uncertainty.
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In most latent-variable models, exact posterior inference of
the latent state given the observations is intractable. Practitioners must therefore decide on an approximate-inference
strategy—the most popular classes are variational inference
(which is typically fast but is usually biased to underestimate
and oversimplify uncertainty) and Markov chain Monte
Carlo (which is generally slower but also asymptotically
unbiased and accurate).
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The main research question we address in this paper is:
when do we need accurate inference to make good decisions? In particular, when does variational inference fail?
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2. State-space model and variational inference
In this section, we introduce the basic definitions and notation that we will use in the rest of the paper.
We consider a latent state space model for an observation
sequence x1:T = (x1 , x2 , . . . , xT ) and a reward sequence
r1:T conditioned on an action sequence u1:T . We assume
that at each time t a hidden state zt drives the generative
process and emits noisy observations xt and rewards rt . The
state-space model is shown in Figure 1.
In these problems, learning a policy that operates directly on
raw observation trajectories x1:t to produce the next control
input ut may be difficult.1 If we had direct access to the
latent state zt , we could instead define and learn a policy on
the latent space (as observations and rewards are conditionally independent given the latent states), and the resulting
policy would be easier to represent and learn. The reason is
twofold. First, because the process is Markov on the state
zt , the policy would only need to depend on the current
state zt as opposed to the entire history of observations x1:t
making the policy easier to represent. Second, because the
latent states might be lower dimensional or have simpler dynamics than the observation sequence, learning a policy on
latent states may be more computationally and statistically
efficient.
Unfortunately, because we do not have direct access to
the latent state, in general we need to rely on approximate
inference to estimate the distribution of zt from previous observations x1:t . That is, we define policies that take as input
an approximation to the posterior p(zt | x1:t ) (Bertsekas,
2017), which itself is usually intractable. Variational inference (Wainwright et al., 2008) can be used to approximate
the posterior distribution p(zt | x1:t ) with a member of a
family of tractable distributions, where q(zt | x1:t ) denotes
the variational approximate posterior on the current state.
In this work, we focus on two Gaussian variational families:
1. Full covariance. The distribution of the latent state
zt conditional on observations x1:t can capture correlations across the coordinates of zt . In particular,
q(zt | x1:t ) := N (zt ; µ(x1:t ), Σ(x1:t )),

where the following projection is applied:
ΣM F (x1:t ) = Π(Σ(x1:t )) = (Diag(Σ(x1:t )−1 ))−1
(3)
and Σ(x1:t ) is the dense matrix defined in (1).
In the setup that we discuss, the true posterior p(zt | x1:t )
belongs to the family defined by the full approximation (1).
Inference may be needed in two scenarios. In the first scenario, we assume the system is known, meaning we know
the dynamics distribution p(zt+1 | zt ) and the observation
distribution p(xt | zt ), corresponding to the forward links
in Figure 1. In this case, if our goal is to control the system,
we need to do inference at each time t to provide the policy
with an estimate of p(zt | x1:t ). A good policy may have
to take into account the whole posterior distribution rather
than just a point estimate, such as the posterior mean. We
focus on this case in Section 3, and refer to it as ‘test time’
or ‘inference time’.
In the second scenario, we assume the system is unknown,
and so before solving the control problem we first need to
learn a parametric model for the dynamics pη (zt+1 | zt )
and the decoder pθ (xt | zt ). We assume some trajectories
from the system are given, and we optimize a proxy for
maximum-likelihood that requires inference in order to be
evaluated. In this scenario, approximate inference is used as
a subroutine during learning. We leave this setting as future
work, and discuss it briefly in Section 4.
In this paper we explore linear dynamical systems (with
quadratic and non-quadratic costs), so that we can compute
(Σ, ΣM F ) optimally without any amortization or optimization gap (Cremer et al., 2018) (since we choose the optimal
member of the variational family via closed-form inference)
or any approximation gap (since the true posterior is in the
variational family). We choose these as model problems
to minimize complexity and avoid potential confounders to
perform a simpler analysis, but we conjecture that similar
or even stronger phenomena also arise when using amortized inference with parametric function approximators like
neural networks.

(1)

where µ and Σ are arbitrary functions of the input (for
instance, the output of a deep or recurrent network, or
the output of an optimization procedure).
2. Mean-field. The distribution of different components
(zt (i), zt (j) for i 6= j) are independent conditional on
x1:t . In other words, the covariance matrix is diagonal:
1

qM F (zt | x1:t ) := N (zt ; µ(x1:t ), ΣM F (x1:t )), (2)

In general, a policy may also depend on past control inputs
u1:t−1 , but we drop this dependence from the notation.

3. When poor inference leads to bad decisions
We show next that, in some scenarios, poor inference can
compromise our ability to make good decisions.
3.1. Linear-Quadratic-Gaussian Control
We first study one of the most basic and fundamental problems in the optimal control literature, namely, the linear–
quadratic–Gaussian (LQG) control problem, (Kirk, 2012).
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The goal is to minimize a quadratic cost on a latent state z,
by means of continuous actions u and given observations
x that are linear in z. Formally, for some initial latent state
z1 ∼ N (µ0 , Σ0 ), we would like to minimize

u1 ,...,uT

E

+

uTi Rui

(4)
(5)

xi = Czi + vi ,

(6)

where vi ∼ N (0, V ), wi ∼ N (0, W ) iid (independent of
everything else). We assume all parameters are known
(A, B, C, Q, R, µ0 , Σ0 ). Thus, learning is not necessary,
and all we need is inference at test time. Unfortunately,
even in this optimistic setting, we will see that approximate
inference can lead to bad outcomes.
By the separation principle, the optimal solution combines
the posterior distribution over the latent state (under which
zi |x0:i ∼ N (µi , Σi ), where µi and Σi can be computed
by Kalman filtering) with the solution to the corresponding
linear–quadratic–regulator (LQR), which can be computed
by dynamic programming or solving a Ricatti algebraic
equation (Kirk, 2012).
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Figure 3. max cost, known parameters. Bootstrapped estimates
for average cumulative cost.

However, if we apply a variational approximation to the
optimal solution Σi at each time i, and use it as part of the
sequential update, then the posterior means are affected (and
they drive the optimal policy!). In other words, variational
filtering can lead to higher cumulative cost, as shown in
Figure 2 even in the simplest scenarios. The specific values
of all parameters involved are described in Appendix B.
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The intuition in the latter case is that optimal actions, given
by ut = −K E[zt | x1:t ], will be affected by variational filtering through the means. There are two regimes: initial bad
states where cost is high and mean-estimate errors penalize
a lot, and a region of good states where the cost is actually
close to zero, and small errors do not penalize that much.
Most of the cumulative regret comes from the first phase,
but it does not significantly grow over time in the second.
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Figure 2. Quadratic cost with known parameters. We show bootstrapped estimates for average cumulative cost (i.e., using means
of trajectories sampled with replacement).

Once the posterior distribution is computed, the optimal
LQG policy does not use the posterior covariance matrix.
Therefore, the performance of both full covariance and

3.2. Non-Quadratic Costs, Linear Dynamical System
In this section we move away from smooth and symmetric
cost functions, and define a more general (and possibly
non-linear) cost function, under the same dynamics:

"
E

T
X
i=1

#
f (zi ) +

uTi Rui

.

(7)
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practical problems, where loss functions have asymmetric
costs or jumpy behavior.
It is important to remark that in this section, as is common
in LQG systems, costs are not considered when computing
the posterior distribution p(zt | x1:t ). That is, we assume
we have a system that needs to minimize costs that it can
model but cannot observe.

x

4. Conclusions and Future Work
Figure 4. Red region has high cost (stripes, cost level sets); green
region has low cost (plain). Underestimating uncertainty leads
to bad decisions (mean-field variational inference estimate, in
yellow). Optimal decisions need accurate posterior correlations
(full-covariance variational inference estimates, in blue).

In particular, we focus on the simple cost function
f (z) := max(0, max zi ).
i

(8)

In this case, we simply need the controller to move to the
“safe” region of latent space where all components are negative. The optimal policy is no longer obvious, the separation
principle probably does not apply anymore, and we suspect
there is no closed-form solution when using cost f . We
define a greedy approach that at time i chooses the u that
minimizes the expected one-step cost:
ui := arg min uT Ru + E [f (zi+1 )]
u
Z
E [f (zi+1 )] ≡ p(zi |x0:i ) p(zi+1 |zi ) f (zi+1 ) dzi,i+1 .
We need to estimate E[f (zi+1 )] = E [f (Azi + Bu + wi )]
for policy optimization, and, consequently, we require an
accurate understanding of the posterior distribution of zi .
We average k = 20 Monte Carlo samples from zi+1 for
each fixed candidate u during optimization in test time.
In Figure 3, we see the outcome of our simulations for the
max cost. In this scenario the variational approximation
incurs very large regret. The reason is that it underestimates
uncertainty (as the true posterior is highly correlated), and
fails to recognize that the system is in danger of crossing
the positive-negative boundary in the latent space. (See
Figure 4). The policy therefore takes no action, minimizing
the uT Ru term, since the variational distribution believes
(incorrectly) that it is safe to do so. But due to random
drift and additional estimation errors, it ends up crossing the
border over and over and paying a huge price. On the other
hand, better uncertainty estimates lead to a more conservative behavior, by staying further away from the boundary
(while paying a small extra cost by playing more actions to
move). We suspect these phenomenons can arise in many

In this paper, we showed simple examples of canonical
control problems where poor uncertainty estimates over the
latent state lead to bad decisions and, more generally, to a
large regret. In addition, there are a number of natural next
steps we are currently investigating:
1. The effect of learning. Most often the system is unknown, and there is an initial training phase where
the model parameters are learned. For example, in
the (4)-(6) setup, we may need to estimate matrices
A, B (dynamics) and C (decoder). In those cases, inference is required both at training and test time. When
inference is also approximated during training, it is
reasonable to think that parameter values consistent
with the assumptions of approximate inference will be
favored during the learning process. We would like to
understand the impact of this aspect better.
2. The effect of observability. In linear systems, unobservable subspaces correspond to irreducible uncertainty in the posterior over the latent state. More generally, when it’s difficult to reduce certain dimensions
of uncertainty in state estimates, as in the example of
Section 3.2, variational inference can systematically
overestimate its confidence and underestimate risks.
Can we augment variational inference techniques to
avoid this overconfidence? Can we use lessons from
linear systems analysis to diagnose and mitigate overconfidence in deep learning models?
3. Algorithmic improvements to mean-field Gaussian
variational inference for downstream tasks. How to
design scalable inference methods whose approximate
uncertainty estimates are well-aligned with a specific
decision making goal (Lacoste-Julien et al., 2011)?
4. Algorithmic ways to use uncertainty estimates for
optimal planning and reinforcement learning. We
focused on simple policies here: the optimal solution
for the LQG setup, and a one-step greedy approach
that resembles model-predictive-control. A question
of great practical importance is, assuming access to
accurate uncertainty estimates on the latent state, what
is the best way to aggregate a number of realistic latent
rollouts in order to maximize reward?
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Note that the latent posterior given observation x is:

A. Discrete Space Example.

p(zi | x1 ) =

A.1. A Simple Model
In the case of discrete state and action spaces, it is not
difficult to design decision-making scenarios where meanfield variational inference also fails. We assume a very
simple model where the latent state z determines both the
observations x and the rewards r. See Figure 5 below.
We define two binary latent variables: s ∈ {s0 , s1 }, and
t∈P
{t0 , t1 }, so that the latent states are given by z = (s, t).
Let i λi = 1. We parameterize the prior p(z) as
prior over z
s0
s1

t0
λ1
λ3

t1
λ2
λ4

Note that x and r are independent conditional on z. Thus,
p(z, x, r) = p(z) p(x | z) p(r | z). We now define both
components of the forward model as follows. For simplicity,
we assume x can only take two values, x1 and x2 . Let
θ1 , θ2 , θ3 , θ4 ∈ [0, 1]. Then, p(x1 | zi ) = θi , and similarly
p(x2 | zi ) = 1 − θi , where zi ’s are defined as:

p(zi | x2 ) =

θi λi
p(x1 | zi ) p(zi )
=P
p(x1 )
j θj λj

(1 − θi ) λi
p(x2 | zi ) p(zi )
=P
.
p(x2 )
j (1 − θj )λj

(9)

(10)

The posterior over latent states given both x and r is
p(x1 | zi ) p(r | zi ; a) p(zi )
p(x1 , r; a)
θi N (r; µi,a , σ 2 ) λi
=P
.
2
j θj N (r; µj,a , σ ) λj

p(zi | x1 , r; a) =

(11)
(12)

Similarly,
(1 − θi ) N (r; µi,a , σ 2 ) λi
p(zi | x2 , r; a) = P
. (13)
2
j (1 − θj ) N (r; µj,a , σ ) λj
A.2. Mean-field Variational Approximation
We now define a mean-field variational approximation for
z = (s, t) independent of r
q((s, t) | x, r) = qφ1 (s | x) qφ2 (t | x),

(14)
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where we set for (s0 , s1 ) and φ1 = (φ11 , φ12 ) ∈ [0, 1]2 , the
variational factors to be
qφ1 (s0 | x1 ) = φ11 ,

qφ1 (s1 | x1 )

= 1 − φ11 , (15)

qφ1 (s0 | x2 ) = φ12 ,

qφ1 (s1 | x2 )

= 1 − φ12 . (16)

Similarly, for (t0 , t1 ) and φ2 = (φ21 , φ22 ) ∈ [0, 1]2
qφ2 (t0 | x1 ) = φ21 ,

qφ2 (t1 | x1 )

= 1 − φ21 , (17)

qφ2 (t0 | x2 ) = φ22 ,

qφ2 (t1 | x2 )

= 1 − φ22 . (18)

We lose one degree of freedom with respect to a general
distribution over 2 binary variables (i.e., conditional on xi ,
we use only two parameters).

As expected, the best policy is π ∗ (x1 ) = a1 , π ∗ (x2 ) = a2 .
But the variational one is πq∗ (x1 ) = a2 , πq∗ (x2 ) = a2 .
Overall, we make mistakes p(x1 ) = 1/4 of the time.
A.4. Extensions
This simple idea can be easily extended to a simple POMDP
first (see Figure 6), and then to an arbitrary long horizon,
Figure 7. In this case, in order to compute an optimal
policy, we need the following posteriors: p(z(1) | x(1) ) and
p(z(2) | x(1) , a(1) , r(1) , x(2) ).

A.3. Poor Decisions
The key observation is that the variational distribution defined in (14) cannot represent correlated distributions. From
there, we can design scenarios where high mean-rewards
in unlikely latent states under the true posterior fool the
decisions based on the variational posterior.

Figure 6. Discrete latent-variable POMDP model.

In particular, we pick parameters such that
1. The posterior p(z | x1 ) given by (9) is correlated. For
example, take a uniform prior λi = 0.25, and
θ1 = 0.45,

θ2 = 0.05,

θ3 = 0.05,

θ4 = 0.45.

The key idea is to find a transition matrix M for the latent
state, such that at any given time the posterior over zt is as
correlated as in the previous example. Then, the variational
decision maker will keep uniform beliefs over the latent
states.

The true posterior is given by
p(z)
s0
s1

t0
0.45
0.05

t1
0.05
0.45

However, the mean-field approximation is uniform:
q ∗ (z)
s0
s1

t0
0.25
0.25

t1
0.25
0.25

2. For the most likely latent states (z1 , z4 ), action a1 is
much better than action a2 . Thus, the optimal policy
under x1 will choose a1 . However, under the least
likely latent states (z2 , z3 ), action a2 is much better
than a1 , by an even greater margin. Thus, under the
uniform mean-field posterior, a2 is chosen. This leads
to a high regret, as in states z1 , z4 (the underlying ones
with probability 0.9), the mean reward of a2 is pretty
low. Specific values satisfying these requirements:
mean reward
z1 = (s0 , t0 )
z2 = (s0 , t1 )
z3 = (s1 , t0 )
z4 = (s1 , t1 )

a1
2.0
0.1
0.1
2.0

a2
0.1
2.4
2.4
0.1

Figure 7. POMDP, larger horizon.

Now we can design a POMDP where poor inference leads to
arbitrarily bad outcomes. In particular, we define a POMDP
where the underlying latent state alternates between S1 =
{z1 , z4 } and S2 = {z2 , z3 } with high probability via matrix
M . When in S1 , the best action is a1 , while for S2 the
optimal action is a2 .
So, if θ1 and θ4 are large, and θ2 and θ3 are small, then
observing x1 identifies with high probability that we are in
S1 , and x2 suggests we are in S2 . The latter leads to a simple
but effective policy. Unfortunately, mean-field variational
inference will not be able to distinguish between S1 and S2 ,
and by properly setting the rewards, the algorithm will keep
making mistakes a linear fraction of the time.

B. Simulation Parameters
In this section we provide the specific values we used for
our simulations.
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B.1. Quadratic Cost, Known System
900

In this case, we used the following values:

Full Inference
Variational Inference

800

dim(z) = 3,

dim(x) = 2,

dim(u) = 3.

(19)
700

1
A = 0.01
0

0.01
1
0.01


0
0.01 ,
1


0.5
C=
0


1
B = 0
0

0
1
0


0
0 , (20)
1



0.3
0.3

0
,
0.5

cumulative cost

600



500
400
300
200


1
W = 0.0001 0
0

1
Q = 0
0


0
0 ,
1

0
1
0

0
0 ,
1

0
1
0

 
1
µ0 = 1 ,
1


1
V = 0.0001
0

0
1



100
0


1
R = 0.1 0
0


1
Σ0 = 20 0.3
0.1

0
1
0

0.3
1
0.3


0
0 .
1

0

20

40


0.1
0.3 .
1

100

120

140

160

B.2. Non-Quadratic Cost, Known System
In this case, we used the following values:
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In Figure 9, we display a number of trajectories for the
Variational Inference and Full Inference approaches.
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Figure 8. Quadratic cost, known parameters. Trajectory samples.

